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Learning Doesn’t Look Back 

ABSTRACT: 

Firms that have successfully adopted Lean practices and reduced variance may have difficulty 

learning from experience in the form of mistakes or random events, yet continuous improvement 

remains a cornerstone of Lean production.  This study goes inside a series of kaizen continuous 

improvement events to observe how process improvements are created.  It is found that 

cumulative experience with the process in question has negligible effect except for the ability to 

weed out ideas that are infeasible for non-obvious reasons.  The principal source of 

improvements is individuals’ interpretations of events observed elsewhere.  This is important for 

two reasons; it suggests that improvements must originate outside the system and that individuals 

serve as important filters.  Finally, it is shown through a conceptual model that the improvement 

trajectory (the learning curve) can be entirely explained as a function of future business 

opportunities and without reference to experience. 
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INTRODUCTION: 

It is well accepted that people learn from experience, and the same statement is often made about 

organizations. However, when we talk about organizations, we must adopt narrower definitions 

of the terms learning and experience.  In the world of operations management learning is 

generally taken to be an increase in the organization's ability to perform specified functions and 

experience is represented by cumulative production volume. The result has been a somewhat 

mechanistic view of learning, represented by empirically observed progress or learning curves.  

These progress curves are of critical importance in operations because they define trajectories on 

which performance measures such as cost reduction can and should be expected to improve. For 

example, to predict progression of costs and to negotiate prices, learning curves are a 

recommended tool in many popular purchasing textbooks: Burt, Dobler and Starling (2003) 

pages 419-425, Monczka, Trent and Handfield (2005) pages 390-394, Benton (2007), pages 238-

242.   

While the empirical relationship between cumulative production experience and performance 

improvement is well-documented, it tells us little about the causal relationships or the 

mechanisms involved. Without appropriate explanation, we run the risk of drawing faulty 

inferences from this relationship. In this study we took note of the fact that organizational 

learning takes place through the activities of individual actors in the work place. Accordingly, we 

set out to observe how improvements in knowledge were actually created and put in place on the 

shop floor. 

Somewhat surprisingly, we found that cumulative production experience played very little role in 

ongoing performance improvement. What little influence we did observe was at best equivocal. 

Instead, what we found to matter were the collective experiences that the individuals involved 
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drew from outside the process involved, and more specifically how they interpreted and filtered 

those experiences. In support of this finding, we show by means of a simple model that the 

traditional learning curve can be explained as an artifact of a model of organizational learning in 

which cumulative production experience plays no role. 

In the first part of this paper we examine some results of case study research that was conducted 

to understand how corporate knowledge is stored, accessed and deployed in the pursuit of 

process improvements.  We found that cumulative production experience was not a significant 

factor.  As a result of this finding, the second part of the paper presents a model of organizational 

learning (expressed as cost reduction) in which cumulative production experience is not required.  

This model explains published empirical results at least as well as a classical learning curve 

model.  More importantly, this model has subtle but interesting implications for Operations 

Management, some of which appear to be realized in practice, while others are deserving of 

additional research. 

THEORETICAL BACKGROUND: 

The learning curve, at least in business applications, is an empirically derived relationship.  Since 

Wright (1936) studied airframe production, subsequent studies have confirmed the existence of 

learning curves in a wide range of organizational activities.  Hatch and Mowery (1998) cite at 

least seventeen examples in the literature, while Dutton and Thomas (1984) claim to draw on 

over 100 such studies, albeit not individually cited.  It is generally accepted that a learning curve 

can be expressed as either a power function of cumulative experience (equation 1) or in 

exponential form (equation 2): 

   (1) b
tt axy −=
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  (2) tbx
t aey −=

where: 

 yt = the time or cost required per unit of production at time t 

 a = the initial time or cost per unit of production 

 xt = cumulative production experience (units) at time t 

 b = a “learning” rate (not the same between the two equations) 

Expressing a relationship in the form of an equation such as (1) or (2) creates an implication of 

causality.  Although most researchers are, like Argote (1999), careful to disavow any explicit 

statement of this, a tacit assumption of a causal relationship tends to persist.  Huber (1991) on the 

other hand, speaks of “the positive effect of experience on performance” which sounds like a 

statement of causality.  Certainly the message in the textbooks is that as cumulative production 

experience increases, costs will decrease, moderated only by the factor b.   

Explanation of the linkage remains an open point and two basic approaches are observed in the 

literature.  One approach is to view the learning curve as an aggregate of multiple mechanisms 

that are potentially observable.  The second approach has been to develop mathematical models 

of the learning process.  If these models can replicate empirical results then they may be 

candidates for explanation of the process, and may give guidance under conditions not yet 

observed.   

Levy (1965) considered the learning curve to be made up of three components: planned or 

induced learning, random or exogenous learning and autonomous learning.  The distinction 

between autonomous and induced learning has persisted: Dutton and Thomas (1984); Hatch and 

Mowery (1998); Li and Rajagopalan (1998); Zangwill and Kantor (1998).  Autonomous learning 

can be conceptualized as a process of variation and selection by which a process progressively 
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improves.  The progress will, of course, be limited by the degree to which there is actually 

autonomy to pursue variation.  The induced learning component on the other hand, was 

characterized by Levy (1965) as a form of investment.  Such an investment would be made on 

the basis of an expected return, thereby introducing a forward-looking component to the learning 

curve as suggested by Oi (1967).  The idea that learning is based more on expectations than 

experience was also suggested more recently by Sinclair, Klepper and Cohen (2000) based on 

case study research.  

In an attempt to explain the autonomous component, Fine (1988) introduced the idea of “quality-

based learning,” which is to say, learning from mistakes or other unexpected negative events.  In 

this view, the flattening of the learning curve would be explained by the reduced frequency of 

such events as their root causes are progressively eliminated.   

There have also been attempts to develop models that would simulate learning effects as a way to 

understand the mechanisms involved.  The most cited is probably that of Muth (1986), who 

modeled learning as a random search for better alternatives from a finite set.  Huberman (2001) 

was also able to replicate a power function by starting with a network model.  In this 

formulation, the learning rate is determined by the effectiveness in finding new paths through the 

network.  Both of these models predict the observed shape of learning curves but offer little 

insight about why they vary or why they occur at all.   

Zangwill and Kantor (1998) developed a model based on Value Stream Mapping methodology.  

In this model, a production process consists of value-adding and non-value-adding steps, the 

former representing the irreducible minimum cost of the process.  “Learning” takes place as the 

non-value-adding steps are progressively eliminated, at a rate proportional to the number of such 

steps remaining.  This model addresses one of the anomalies of learning curves noted by Muth 
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(1986), namely that learning curves do not approach zero asymptotically as do power functions, 

but rather seem to plateau at some level. 

In addition to a lack of explanatory power, there is a conceptual difficulty associated with 

modeling learning as a function of experience.  That is, it forces us to define precisely but rather 

arbitrarily what is and is not included as relevant cumulative experience.  Many have noted that 

experience with related products seems to be helpful, which Levin (2000) and Schilling, Vidal, 

Ployhart and Marangoni (2003) have explored in some detail.   

Returning to equations (1) & (2), the learning rate b is clearly a “fitting” parameter that allows us 

to describe the results without having to be too specific about the causal mechanism. This factor 

is a measure of learning effectiveness, but it is not clear to what unit of analysis this property 

should be attached.  Argote and Epple (1990) found that it varied greatly between plants in the 

same firm, and Adler and Clark (1991) found it to vary between departments in the same plant.  

If we say learning progresses at a rate determined by b, the problem is that we can only 

determine b by measuring how fast an organization improves, creating a circular argument that is 

lacking in explanation.  Adler and Clark (1991) note that variations between firms cited in the 

literature are only determined ex post (page 267). 

This shortcoming has been amply acknowledged in the literature, usually accompanied by calls 

for additional research into the process by which learning takes place: Adler and Clark (1991); 

Miller (1996); Amundson (1998); Hatch and Mowery (1998); Meredith (1998).  In fact, this was 

the principal point made by Adler and Clark (1991).  They observed that the process of learning 

was relatively unstudied and encouraged others to “go beyond the simple learning curve and its 

associated rules of thumb” (page 279).  A review of 64 papers citing Adler and Clark (1991) 

suggests that their advice has been little heeded, with only a handful concerning themselves with 
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process.  Of those that do, only two: MacDuffie (1997) and Sinclair, Klepper et al. (2000) were 

found to employ actual observation of the process.  The research described in this article takes a 

process perspective based on direct observation in order to begin filling that void. 

METHODOLOGY: 

The research was designed to address the broad question: “how do organizations apply 

knowledge to improve their operations?”  It was decided at the outset that traditional methods 

such as surveys or interviews would not yield sufficient insight because, “participants cannot 

study processes effectively by simply discussing what they think is taking place.”   (Stewart and 

Melnyk, 2000, page 50.)   Specifically, it was decided to employ a participant-observer model in 

a case-study setting.  This is a model often employed in ethnographic research (Martin, 2002) 

which bridges the “insider” and “outsider” views of an organization.  In doing so, it is accepted 

that we are seeking to gain richer insight at the expense of generalizability.   

A central concern of this type of research is the establishment of internal validity (Anderson, 

Lindsay and Bushman, 1999) which requires the elimination of confounding influences.  This is 

established by bounding and repetition.  The bounding is addressed by focusing on events, 

defined as discrete process improvement activities with defined beginnings and endings and with 

a defined set of participants.  A small number of repetitions will ensure that the observations are 

not outliers, but it is important that there be a linkage between the cases so that we can say we 

are observing fundamentally the same process.  Accordingly, case selection is an important 

consideration in establishing internal validity. 

The class of activities known as Kaizen Events (Melnyk, Calantone, Montabon and Smith, 1998) 

was selected as satisfying this requirement.  A key choice was whether to seek out Kaizen events 

from different corporations or to study events taking place under a single corporate umbrella.  
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The latter alternative was eventually chosen to take advantage of the greater uniformity of 

approach.  The common mode problem was minimized as much as possible by insisting that the 

events studied should take place in distinctly different operating units of the corporation. 

A target corporation (hereafter: the Corporation) that was known to conduct significant numbers 

of Kaizen events was approached and asked for permission to observe some of the events.  The 

Corporation and its various divisions manufacture sell and install a wide variety of home 

improvement and building products, serving both consumer and builder markets.  At the time of 

the study, the Corporation consisted of over 50 separate (and historically autonomous) operating 

companies, organized into five product-based business lines. For 2004, total revenues exceeded 

$12 billion, with net income totaling over $900 million. Overall, the Corporation could be 

considered to be well-run, as in the five years preceding the study net income had grown at an 

average of 13% per year.   

It was agreed that a researcher would be allowed to attend a number of events acting as a 

participant-observer.  Within the Corporation, there was a range of events to choose from, but 

many were ruled out by our criteria.  Only events focused on process improvement in 

manufacturing operations were considered, and the requirement that the event be continuous 

ruled out any event that was conducted in two parts or that represented a continuation of an 

earlier event.  This two-part structure was fairly widely used in the Corporation, and while it has 

certain practical advantages, it compromised the ideal of a bounded event because the 

participants cannot be observed in the intervening periods.  As a result of this purposeful 

selection process, three research cases were identified.    The Kaizen events comprising these 

cases took place in a six-month time window, during which there were no major shifts in the 

economic environment experienced by these companies.   
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Case study research must always take care to preserve validity, particularly since conventional 

statistical tests cannot be applied.  Purposeful case selection provides the first line of support, in 

this instance focusing on internal more than external validity.  Four other methods were 

employed to ensure integrity of the results: 

1. Research Protocol:  Following the recommendation of Ellram (1996), a ten-item protocol 

was developed from a comprehensive review of the literature on organizational learning.  

This was used as an event checklist to ensure that each case was addressed systematically 

in search of evidence supporting or contradicting propositions derivable from the 

literature. 

2. Triangulation:  As advocated by Yin (1994), triangulation is the use of multiple sources 

of evidence to address the research question.  This was possible in these cases because, in 

addition to the observations of activities, the full range of data and documentary materials 

used by the project teams was made available to the researcher.  Also, the final outcomes 

of the projects were documented not only in the research notes, but in formal company 

documents that were cross-checked for consistency. 

3. Verification: In addition to the cross-checking described above, transcripts of the event 

observations were returned to the team leaders for the correction of any errors of fact. 

4. Validation:  To ensure that the observations and conclusions derived from these cases 

were not isolated instances, an expert panel was assembled from the corporate staff.  

Seven panelists were engaged, who had, between them, attended in excess of 650 such 

events.  The feedback from this panel gave confidence that the observed results were 

generally typical of a larger population. 
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As noted previously, the emphasis of the methodology is on establishing internal validity.  Care 

was taken to ensure that the behavior observed was not unusual in any way, but verification of 

generalizability remains a task for additional research. 

MAJOR FINDINGS: 

To give some background, a brief summary of the cases is given in Table 1.  For our purposes, 

the most significant observations were those about where the team members turned for 

information and ideas when attempting to improve a production process.  These are summarized 

in Table 2.  In every instance the first place everyone turned was internal:  “Have I seen 

something like this before that can be applied here?”  Therefore, in Table 2 it can be assumed 

that 100% of the cases involved introspection.  There is a wide gap between the first choice and 

everything else.  For our purposes, the key point of these observations is that in the first three 

categories (own experience, experiences of others and examination of existing examples) all of 

the learning came from somewhere external to the process being studied.   

Perhaps this is not so surprising, as it doesn’t make sense that there would be a store of 

actionable knowledge about the process that was not already embedded in the process.  In any 

case, the existence of cumulative production experience did not contribute in any observable way 

to the improvements that were made.  As an obvious result, the most active contributors to the 

process improvement efforts were those individuals who had the broadest range of industrial 

experience to draw upon.  Less obviously, the ideas that were brought forward were filtered in 

some way.  Not all potentially relevant ideas were proposed.  While we are not able to 

characterize this filtering process precisely, it was apparent that what was proposed was 

determined by the originator’s perceptions of the purpose of activity and a sense of what would 
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or wouldn’t be acceptable in that particular group setting.  These filtering mechanisms present a 

rich topic for future research in how they shape and limit organizational learning. 

The fourth category, company documentation, is one area where we might expect past 

experience to play a role.  This proved not to be the case as the participants found documentary 

evidence to be virtually impossible to interpret when stripped of context.  In each case where 

documentary evidence was used, there was a need to consult with someone who could explain 

the story behind it.  The documentary evidence available in these cases was in the form of static 

(point in time) data such as process flow maps, production schedules and the like.  Had there 

been cumulative records available (such as a running Failure Mode Analysis or FMA) the story 

might have been different, but it was still clear that the participants found documentary records 

to be difficult to use and avoided them wherever possible. 

The conclusion was that the process improvements that were observed had no connection to past 

experience.  The fact that these companies had all been producing these products for years 

seemed not to convey any particular advantage in ongoing cost reduction efforts.  Sinclair (1999) 

made a very similar observation under similar circumstances (page 48): “None of these sources 

of cost reduction were particularly dependent on production experience.  Business unit 

personnel took advantage of their general background …, but it is difficult to support the 

hypothesis that a passive learning process based on repetitive batch production of the same 

product explains the unit cost reduction observed in this business unit.”  It is this absence of 

linkage that motivates the model development in the next section.  Before proceeding however, it 

is worth noting three instances in which accumulation of experience did play a role. 

We previously characterized autonomous learning as a process of variation and selection, and we 

observed some examples of this.  Whenever a process change was introduced, there was often a 
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period of adjustment as the affected operator(s) would use whatever degrees of freedom they had 

to find the most efficient way to operate the process.  Clearly this process didn’t just happen, it 

was motivated by the operator’s expectation that they were going to have to perform these tasks 

repeatedly for the foreseeable future and their interest in minimizing the cost to themselves.  

Generally, by the time they had done something 20 or 30 times, no further improvement could be 

expected. 

Two things can be noted here.  One is that, in a typical manufacturing environment, the operators 

have relatively little autonomy or slack to vary the process.  This applies even to line foremen or 

lead hands.  In operations that have embraced Lean Production or Process Management, this 

slack is likely to be further reduced.  This would serve to explain the finding of Benner and 

Tushman (2003) that firms that have been successful at Process Management have greater 

difficulty in adapting to changing strategies. 

The other observation is that while 30 repetitions may be a lot when building ships or airplanes 

(where learning curves were first observed); it is insignificant in the context we are studying.  

Our conclusion then is that in a manufacturing environment characterized by low levels of 

autonomy and high numbers of repetitions, autonomous learning based on selection and variation 

is a transient effect with relatively little impact on the overall progress curve. 

Experience also influenced the improvement process in a negative sort of way.  That is to say, 

when an idea was proposed, occasionally someone would remark that: “we tried that before and 

it didn’t work.”  It could be argued that this is a case where experience helps by preventing 

repetition of mistakes and making the search for new ideas more efficient.  Conversely it could 

be argued that such comments may hamper learning through faulty attribution of cause and effect 
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and inadequate perception of changed circumstances.  This is one reason that we suggest that the 

impact of experience is equivocal. 

One final observation was about learning from mistakes or unplanned events.  It is difficult to 

observe unplanned events, and in fact we did not, but we were sometimes able to see their traces.  

Often in analyzing a work process we would notice steps that seemed to be unnecessary.  It 

usually turned out that they had been put in place to protect against the recurrence of some 

problem.  Since these steps tended to increase cost, there is the obvious question of whether they 

were the best or even an appropriate way to address the problem given its cost and likelihood of 

recurrence.  It is entirely conceivable that, based on the actions of risk-averse individuals, an 

organization could “learn” its way into a cocoon of preventive measures and as a result be 

uncompetitive on cost.  This is a fertile area for further study and is the second reason we suggest 

that the role of experience is equivocal. 

What, then, can we say about the progress of cost reduction?  Can it be described as a function of 

something other than experience?  One clue came from considering why the Kaizen events were 

taking place at all.  In each setting, the question was posed to local management as to why a 

particular process had been chosen for improvement as opposed to some other.  The typical 

answer was that the processes chosen were those that appeared to offer the greatest potential for 

improvement.  This seems quite logical, and the idea that the learning curve has a forward-

looking component was suggested by both Levy (1965) and Oi (1967).  We will re-examine the 

problem from this point of view and show that the classical learning curve can be adequately, 

and perhaps better, explained by a purely forward-looking, and hence, behaviorally-based model. 
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MODEL DEVELOPMENT: 

Planned learning involves an investment of effort or money that must be justified by future 

returns.  This approach to formulation of a learning curve was proposed by Oi (1967), but was 

dismissed by Muth (1986) on the grounds that in such a model, all improvements with a net 

present value (NPV) greater than zero would be implemented right away and there would be no 

learning curve thereafter.  This view seems a little unrealistic.  Potential improvements are not all 

known in advance; they must be searched for, and a priori estimates must be made as to whether 

they are even worth searching for.  When found, they cannot be implemented instantly as 

available resources are finite.  

We postulate that organizations (or individuals) expend effort in the time domain proportional to 

the anticipated benefit.  Learning, or improvement in performance, is a function of that effort.  

Given that the benefits are distributed over time, the anticipated benefit (motivation) would be in 

present value format: 

  (3) ∫
∞

−=
t

r deVAtM ττ τ)()(

where:  

M  is the motivation, typically expressed in units of currency 

A is a conversion factor: for improvements in unit variable cost (and for the 
examples that follow), this would simply be 1.  For improvements in, for 
example, quality, a more complex function is required to translate the 
improvement into a currency equivalent.  The significance of this factor will be 
discussed under ‘Conclusions and Implications’. 

V(t)  is the production rate in units per unit of time at Time = t 

r  is the appropriate discount rate, assumed to be constant over time 

 

We now concern ourselves with the conversion of motivation into cost reduction.  (For this and 

all that follows, cost reduction is used to mean reduction in unit variable cost.  Whenever volume 
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effects are introduced, there is always the issue of fixed cost absorption, which is a separate 

issue.)  Following Zangwill and Kantor (1998), we adopt a version of the Lotka-Volterra 

predation function and posit that the reduction in cost, in the time domain, is given by: 

 )()( tCtbM
dt
dC

−=  (4) 

This is to say, for a given level of motivation, there will be a constant percentage reduction in 

cost per period.  In a steady-state (constant production volume), infinite horizon case the level of 

motivation would be a constant, given by: 

 
r

tAVM )(
=  (5) 

A state where M is constant would justify the typical purchasing practice of demanding constant 

percentage price reductions year over year.  So, in the simplest case, we see that the forward-

looking model generates a relationship between cost and cumulative volume that is exactly 

described by the exponential function (2).   

We now want to show that the relationship between cost and cumulative volume is unchanged 

even when production rate is not constant over time.  The following cases are illustrated using 

spreadsheet simulations and, as noted, do not include changes to fixed cost absorption. 

Case A: A manufacturer is producing a product at a rate R and expects this rate to continue 

indefinitely.  Given the constant level of motivation, cost improvement efforts are progressing 

along trajectory T1 (Figure 1).  At some point, the customer unexpectedly increases the demand 

to 2R and this new rate is expected to continue indefinitely.  The motivation for cost reductions 

has now increased, so improvement efforts will move to trajectory T2.  When these two 

trajectories are plotted as functions of time (the units used are totally arbitrary) the discontinuity 
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is clearly visible, but when cost is plotted as a function of cumulative production experience 

(Figure 2) it completely disappears.  This makes it appear as though learning progressed strictly 

as a function of cumulative production volume. 

Case B: A manufacturer introduces a product that is forecast to have a finite life cycle.  

Production volume will rise to some saturation level; remain stable for a time and then decline.  

Clearly the motivation for cost reductions will also vary over this cycle.  Purely for illustration 

purposes, the phase-in and phase-out are modeled with Bass diffusion curves.  Again, the units 

are totally arbitrary.  Figure 3 shows the production volume over time.  Figure 4 shows the cost 

progression over time according to the model, while Figure 5 shows the same cost progression 

when plotted against cumulative volume.  Actually, Figure 5 shows both the simulation results 

and the exponential curve fitted to it, which lie line on line. 

What these cases illustrate is that by making four basic assumptions, we will always predict a 

cost progress function that that takes the form of an exponential “learning curve.”  These 

assumptions (which do not include any role for experience per se) are: 

1. Cost reduction effort is expended proportionally to its perceived payback. 

2. Constant cost reduction effort yields a constant percentage improvement in cost per 

period. 

3. The forecast of production volume is proportional to reality.  Note that we don’t require 

accuracy, only proportionality.  Inaccurate forecasts would change the apparent learning 

effectiveness (and may create a self-fulfilling prophecy). 

4. There are no discontinuities in the forecast of production volume as it is known at any 

given time.  This doesn’t mean that forecasts cannot change discontinuously as in Case 
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B; only that at any time future volume fluctuation is expected to be continuous.  The case 

where this assumption is relaxed is an interesting one and will be illustrated in Case C. 

To summarize, the point of this model is that an exponential “learning curve” is the expected 

outcome of a small set of reasonable assumptions, which do not include any role for cumulative 

experience in determining the rate of improvement in the present.  This is consistent with both 

published empirical evidence and our field observations.   

Before progressing to a more general discussion of the implications of this model and some 

possible extensions, we will take a look at the anomalies in the empirical data noted by Muth 

(1986).  The first of these is that empirical learning curves do not converge to zero as would a 

true exponential function.  There are several ways to deal with this, the simplest being a simple 

axis shift.  If we make the assumption that there is some “best case” irreducible minimum cost: 

C0 (as did Zangwill and Kantor, 1998), then we can substitute [Ct-C0] into equations 1, 2 or 4 

above to achieve the desired effect.  This is a somewhat awkward assumption, and a relaxation of 

assumption 4 above provides an alternate explanation. 

Case C:  A manufacturer is producing a product at a constant rate, but knows that the product 

will be discontinued at a future date.  Production will continue up to the last day, but clearly the 

motivation for implementing cost reductions will diminish as that day approaches.  Figure 6 

shows the cost reduction curve (as a function of cumulative production) that would be predicted 

in this case.  Notice that the slope of the curve approaches zero as the end of production 

approaches.  Also shown in Figure 6 is the best-fit exponential function (dotted line) which 

serves to highlight this plateau effect.  The lack of fit would have been less noticeable if the 

curve had not been plotted all the way out to the end of production, but there would still have 

been evidence of flattening.  It is not unreasonable to believe that, of all the empirical examples 
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of learning curves studied, at least some of them would have had foreseeable ends of production 

in their future, producing this flattening effect on the curve. 

The second noted anomaly is the case of start-up operations, where Muth (1986) noted that 

learning curves sometimes exhibit a short period of concavity (when plotted in log-log form) 

before assuming their “normal” shape.  He attributed this to a pull-ahead effect based on 

anticipation of production.  We suggest an alternative explanation: if motivation for 

improvement is driven by a forecast, it is reasonable to assume that the more uncertainty there is 

in the forecast the more it will be discounted.  We would expect a high level of uncertainty in the 

forecast in the early stages of production – uncertainty that would diminish as actual results are 

observed.  As a result, we might expect to see an initial period in which costs do not improve as 

quickly as the production levels would seem to have warranted when viewed retrospectively. 

CONCLUSIONS AND IMPLICATIONS: 

Noting once again that our focus is on high-volume manufacturing operations, the case study 

findings reported above have suggested that there is little, if any, connection between cumulative 

production experience and the frequency or magnitude of performance improvements.  The 

model development has shown that observed performance improvements can be adequately 

described as a function of their expected returns and that the classical exponential form of the 

learning curve is, in essence, an artifact of plotting the improvements against cumulative volume, 

after the fact.   

The first consequence of this view is subtle, but apparently well appreciated in practice: if we 

want our suppliers to offer us lower prices, we should award them more business.  That much we 

knew already, but the critical difference is that it is the business ahead that matters, not the 

business behind.  If cumulative experience were all that matters, it should make no difference to 
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the cost progression whether we offer a supplier five successive one-year contracts or one five-

year contract.  A model based on expected returns would suggest that the five-year contract is 

better, and this proves to be true in practice, with buyers able to negotiate lower prices in 

exchange for longer-term commitments Monczka, Trent et al. (2005).  In practice, the difference 

will probably not be as great as the model would predict because sellers usually have some 

expectation that the contract will be renewed.  This last point introduces the second consequence 

of our model. 

We have proposed that the intensity of cost reduction efforts is a function of the forecast of 

payback.  However, any forecast is ultimately a matter of opinion.  From a purchaser’s 

perspective, this means that our suppliers’ cost improvement efforts will depend on their 

opinions about the amount of future business with us.  This fact also seems to be appreciated in 

practice: it must surely have occurred to every buyer at one time or another to offer an optimistic 

forecast in an attempt to secure more favorable pricing.  Ultimately, our suppliers’ opinions will 

converge to reality, but any pricing errors along the way will be “sunk” (in the sense that they are 

rarely adjusted retroactively), so we will pay too little or, more likely, too much based on the 

supplier’s opinions.  

Ethical issues aside, there is an important point buried in this.  Suppliers are well aware of the 

potential for moral hazard, and will discount buyers’ forecasts according to their perceptions of 

risk.  Therefore the progress of cost reduction will depend not only on the magnitude of the 

volume forecast, but also on the level of the seller’s confidence in it.  This offers the buyer a tool 

to improve the rate of cost reduction by increasing supplier confidence.  The most obvious way 

to do this (short of guaranteeing quantities) is to establish a reputation for accurate, good faith 

forecasts.  Other tactics may yield the same results: one possibility is to make use of third-party 
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forecasts wherever possible, thereby removing some but not all of the opportunity for moral 

hazard.  Another approach is extensive supplier integration: to the extent that the supplier works 

side-by-side with the buyer and has access to the same information their confidence level will 

increase.  Unfortunately, the importance of improving supplier confidence in our forecasts and 

the techniques available for doing so do not seem to be much-discussed in the textbooks.  

Hopefully, a focus on expected return models for cost reduction, as advocated in this article, will 

lead to a greater appreciation for this factor. 

So far, our model has implications that seem to be tacitly recognized in practice, even if the 

textbooks have been slow to keep pace.  We argue that the anticipation of experience is what 

matters, not its realization.  There are additional implications from this that are subtle but 

important.  They are accompanied by some interesting extensions and suggestions for future 

research. 

Note that Equation (3) makes use of a discount rate, r.  To this point, we have said nothing about 

this except to assume that it is constant over time.  It is known in financial markets that the 

discount rate varies with the term of the instrument.  It can be argued (Klassen, 2001) that 

organizations differ in their degree of future orientation.  As a result, we would expect firms to 

vary in the effective discount rates by which the value of future events is evaluated.  The 

implication of this is simple but striking: firms taking a longer view will learn at a faster rate.  It 

has been suggested in the popular press that a long-term orientation was a source of competitive 

advantage for Japanese manufacturing in the later portion of the twentieth century.  Our model 

suggests a mechanism for this, and also suggests a research opportunity.  Can we measure a 

firm’s degree of future orientation?  If so, (and Klassen, 2001 suggests some proxies) this has the 

potential to be a valuable predictive variable for research or as a source selection tool. 
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There is a second dimension for differentiating firms that is suggested by this model.  Term A 

was introduced in Equation (3) to translate non-monetary improvements into a currency 

equivalent. This is a point on which firms may reasonably differ as a matter of strategy.  

Furthermore the validity of the conversion factor is not testable in any practical way given the 

presence of time lags, confounding variables and causal ambiguity.  In practical terms, this 

means that the value to a firm of improvements other than cost is a matter of opinion.   

The intriguing thing about such opinions from a supply management point of view is that they 

offer the potential for predicting or even shaping future performance.  If we can assess the 

internal value that firms attach to improvements in quality, delivery or other non-monetary 

attributes, suppliers can be selected that are expected to show the fastest improvement on the 

parameters that we value even though they may not currently be the best on that score.  

Additionally, we may choose to encourage the desired behavior by making the value explicit.  

This would be done through judicious choice of performance measures and their integration into 

our supply contracts.  Simply stated, if we consider that learning looks forwards not backwards, 

we can start to align our supply chains on the basis of improvement trajectories and hence future 

rather than historical capabilities. 
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Figure 1: Case A
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Figure 2: Case A
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Figure 3: Case B
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Figure 4: Case B
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Figure 5: Case B
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Figure 6: Case C
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Table 1 – Summary of Cases 
Case #/Task Activity Type Summary of Actions Project Team 

#1 – Reduction 
of setup time to 
change fixtures 
on automated 
brazing 
machine 

Plumbing valve 
body 
fabrication, 
brazing and 
cleaning 
operations 

Labor content (changeover 
time) reduced by ~50%.  Not 
all opportunities to reduce 
machine downtime were 
implemented.  A number of 
ergonomic and safety issues 
were addressed as well as 
cleaning up some problems 
with sticking parts and 
breaking solder wire. 

Manufacturing Engineer 
Tooling Specialist 
Assembly Cell Operator 
Area Lead Hand 
Warehouse Supervisor 
Tool and Die Maker 
QC Representative 
Corporate Trainer/Facilitator 
Researcher 

#2 – Reduction 
of Work-in-
Process 
inventory 
between 
welding and 
painting 
operations 

Metal 
fabrication 
facility; cutting, 
bending, 
machining, 
welding, 
painting of 
machine 
frames. 

Developed revised painting 
schedule and “supermarket” 
rack between operations to 
reduce WIP by 75%.  
Machinery was rearranged to 
facilitate one-piece flow and 
miscellaneous safety and 
ergonomic issues were 
addressed. 

Director of Operations 
QC Manager 
Machine Assembly Operator 
Cable Assembly Operator 
Paint Line Operator 
Corporate Trainer/Facilitator 
Researcher 

#3 – 
Rearrangement 
of work cell to 
facilitate SKU 
changes 

Final assembly 
and packing of 
shower control 
valves (retail 
and contractor 
packs). 

Stock of components 
rearranged by family to 
reduce handling and distance 
traveled during changeovers.  
New packing bench 
constructed.  Mistake-
proofing added to assembly 
fixtures.  Expected to improve 
housekeeping, reduce errors 
and damage (not quantified). 

Production Supervisor 
Team Leader – 1st shift 
Team Leader – 2nd shift 
Chem. Lab Technician 
Product Tester 
Assembler 
In-house Trainer/Facilitator 
Researcher 
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Case # Problem-
Solving 

Examples

Consult with 
Experts

Observe 
Existing 

Examples

Look up 
Documentary 

Records
1 17 4 3 1
2 14 3 1 1
3 7 0 1 0

Total 38 7 5 2

Documentary Records are company records specific to the process or product (as opposed 
to supplier catalogs, for example)

Table 2
Sources of Information

Experts are individuals outside the project team with experience relevant to the problem at 
hand

Existing Examples are previously-implemented problem solutions elsewhere in the 
company
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