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Abstract 
Last mile services ought to account for consumer intentions and improve co-production efficacy 
through mechanism design. This paper proposes a machine-learning algorithm that infers 
consumers’ intentions from their service selection. This mechanism can then generate choices 
that incentivize the consumers to choose services that are more efficient for the provider.  
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Introduction 
When one thinks of spanning-the-last-mile to consumers, it is important for one to realize that in 
order to be efficient, a company needs to not only be responsive to customer needs, but proactive 
about their needs. 
 A proactive marketing orientation means responding to both consumers’ expressed needs 
and also to their latent needs (Boyer et al. 2004).  Where a latent need is a need that a consumer 
may either not be aware of or may not be able to adequately convey to the company.  Therefore, 
these needs, normally, must be determined via observation. 
 These needs have a tendency to be connected to an intangible variable – consumer 
intentions, also known as consumer satisfaction.  This concept is difficult for a consumer to 
properly quantify and, at present, for a last mile service company to estimate.  However, it is of 
vital importance that they can if they wish to increase their efficacy in the final stage of delivery 
to the consumer.  Accurate knowledge of consumer intentions will allow the company to make 
more optimal production decisions (such as whether or not to incentivize a customer to make 
different choices), leading to more profitable outcomes for themselves, while also creating a 
better and lasting bond with their customer due to non-decreasing levels of satisfaction. 

An example of this application is to consider the choice of delivery times for a package.  
Initially, a consumer may prefer the package to be delivered at 9 a.m., but for various reasons, 
such as routing and delivery cost, the company may prefer to deliver the package at 11 a.m.  In 
this scenario, the company may give the consumer a pre-determined incentive, α, to persuade the 
consumer to choose 11 a.m.  If the company knows the level of satisfaction the consumer feels 
for the 9 a.m. slot, β9am, they could select the minimum required incentive that would increase 
their satisfaction for 11 a.m., β11am, so that the consumer is indifferent between the two options, 
subject to a number of constraint that the incentive should not be so large as not to be a cost 
effective approach.  Therefore, minimizing the cost to the company, while maximizing the level 
of satisfaction to the company. 
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 In this paper, I will present a theoretical approach for how a company could accurately 
infer consumer intentions, while also allowing them to accurately predict the impact of their 
decisions on them.  This approach utilizes the concept of mechanism design, where the chosen 
mechanism (or game structure) is a machine-learning algorithm.  This choice of approach allows 
for the company to improve their predictions iteratively over time, therefore increasing their 
production efficacy.  
 In mechanism design, it is traditionally viewed that the agents (the consumers) are 
providing purposefully inaccurate information to the principal (the company).  However, for this 
paper, I make the assumption that the consumers are not purposely inaccurate, but rather cannot 
sufficiently convey their level of satisfaction, hence why the company needs a mechanism 
through which they can infer it.  By doing so, the company will be able to put into practice 
policies which could incentivize consumers to make choices that are more cost effective for the 
company.  This can occur since they will be able to determine how to incentivize in order to 
maintain (or increase) a consumer’s level of satisfaction, even though the consumer may not be 
receiving their initial, preferred choice. 
 This paper begins with an overview of the current literature on last mile service design 
and mechanism design via machine learning.  This is then followed by an outline of the 
methodological approach that would allow one to solve this theoretical problem. Ending with an 
analysis and discussion of the efficacy of this approach, including its limitations, its possible 
extensions and how it can be moved from the theoretical to the empirical. 
 
Literature Review 
At present, there is not an extensive literature on either the topic of applying mechanism design 
to the problem of extending the supply chain or how consumer intentions affect the efficacy of 
last mile services. 
 It is important to understand the cost implications of consumer satisfaction in order to 
comprehend to need to infer it. There has already been a demonstrated need for companies and 
academic research to consider the satisfaction of consumers when designing profit-maximizing 
strategies (Bazerman 2001, Davis-Sramek et al. 2008, Figini 2007, Shankar et al. 2002).  These 
articles highlight the importance of consumer satisfaction for maintaining consumer loyalty to 
the company and increasing the lifetime value of the consumer.  Therefore, it is logical to see 
that maintaining or increasing consumer satisfaction has important benefits for the long-term 
health of a company.   
 However, the problem discussed in this paper concerns the short-term benefits of this 
maintenance. Current literature often discusses how different production decisions or service 
options affect the consumers’ level of satisfaction, but they do not link this level of satisfaction 
to making production decisions (Esper et al. 2003).   
 The work relating to the concept that not only production decisions, but also customer 
attributes affect consumer satisfaction provides us with the understanding that this is a complex 
problem without a single solution (Boyer et al. 2006).  This ability for consumer to change over 
time is an important reason this solution concept focuses on a designing a classifier than can 
evolve iteratively over time, both for accuracy and potentially adapting to an evolving consumer.   
 In addition to the evolving nature of their preferences, the consumers themselves do not 
even always explicitly know that they have preferences, especially in an online environment 
(Boyer et al. 2005).  If a company had the ability to take advantage of these latent preferences 
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and needs it would allow them to potentially persuade customers to make choices that are the 
most cost effective for the company, and this is the nature of the problem.   

This ability for a company to persuade consumers to change their actions based on 
observations of their actions is crucial for an online environment, especially due to the lack of 
customer interaction.  It has been shown that consumers do not have as clear an idea of their 
level of satisfaction if they do not have a tangible product, and this is why they cannot convey 
their level of satisfaction accurately to a company, hence why it needs to be inferred.  

Though there has been little research accrued on the idea of determining production 
decisions with respect to consumer intentions, there have been studies concentrating on the idea 
that making “popular” production choices during these last miles services can have a positive 
impact on consumer satisfaction, hence increasing the loyalty of the consumer (Edwards and 
McKinnon 2010).  Though this does not give information on how to persuade consumers to 
make cost effective choices, it does give precedence that consumer satisfaction can be affected 
by production decisions. 

From this literature, one can infer that understanding these consumer intentions is 
necessary to allow for companies to make production decisions with respect to them.  In this 
paper, the production choice is whether or not to incentivize the consumer to act in a manner that 
is initially suboptimal for them without incurring a decrease in their satisfaction. 

Now that there is an understanding of the origin of this paper’s proposed problem, I will 
cover the literature concerning the solution approach – mechanism design.  There has not been 
much research in this area of mechanism design via machine learning, and what research there 
has been has focused on the idea of simultaneous-acting multi-agent problems (Balcan et al. 
2008). 

At present, the utilization to machine learning techniques has focused on the use of 
sample-complexity to reduce problems to standard algorithms.  The idea of sample-complexity 
in the case of auctions concerns how many bidders, or training examples, are needed for the 
classifier to be able to accurately predict an outcome.   

The issue with this previous literature comes from the fact that it makes the assumption 
that there are multiple identical agents bidding on the same online product simultaneously.  
However, in the problem posed in this paper, though one wants to exploit the idea of minimizing 
the number of training examples needed to produce an accurate classifier for consumer 
satisfaction, it needs to be specific to a particular consumer acting over a period of time.   

I am not concerned in this paper with the idea of reducing a complex problem into a 
solvable form, but this previous literature does motivate the idea that for any problem of 
mechanism design one needs to determine a game structure that quickly can accurately predict an 
outcome.  This translates to machine learning by saying that one needs to minimize the number 
of training examples, and thus minimize the number of iterations with inaccurate predictions. 

Another aspect of the literature, especially when it comes to the utilization of mechanism 
design in social conventions, is the concept that the process being modeled needs to be 
“incentive-compatible” (Maskin 2008).  This means that agents truthfully reveal any private 
information when asked.  This concept is key in order to solve the problem posed in this paper, 
as it allows for the mechanism to make the assumption that the consumer is truthfully relaying 
their perception of satisfaction.  If this were not the case (for example, is the consumer was 
purposefully being dishonest) the classifier would not be able to converge to an accurate 
prediction. 



	   4	  

Existing literature has also demonstrated that mechanism design is appropriate for a use 
in social contexts, because of “implementation theory” that allows for a game structure to be 
designed whose predicted outcomes are also “desirable outcomes”.  This is important, as the 
solution to this problem needs to select the outcome which both maximizes consumer 
satisfaction while minimizing company costs – hence producing desirable outcomes for both 
parties. 

Now that I have covered the previous literature concerning last mile services, consumer 
intentions and use of mechanism design to defend assumptions in this paper, I will proceed to 
outline a theoretical model and solution approach for the problem of inferring consumer 
intentions to make more effective production decisions. 
  
Method 
The problem posed in this paper is how could a company infer the level of consumer satisfaction, 
β, in order to increase the efficacy of production decisions.  To do this, I will employ the idea 
that a company could incentivize a consumer to an amount α to make a consumer indifferent 
between their preferred choice and a non-preferred choice that is more optimal for the company. 
  
Mechanism Design 
This problem can be viewed as a minimax problem, where the company does not have complete 
information about the consumer, and the game structure needs to be designed in order for the 
company to infer this additional information.  In order to determine this information it is 
necessary to utilize mechanism design.   
 In mechanism design, the company needs to create a mechanism that maps the reported 
level of satisfaction, β, from the consumer to a particular outcome, y.  The goal is to design a 
mechanism that can accurately implement the actual social choice function, f(β), that maps the 
“true” (unreported or latent) level of satisfaction directly to a true outcome, x.  

This is a Bayesian game that should produce a perfect Bayesian equilibrium for the 
problem, which is a sequentially rational strategy profile given a consistent belief system.  In the 
case of this problem, the “beliefs” held by the company are the levels of consumer satisfaction 
they have predicted.  Unfortunately, the belief system for this problem is not consistent over time 
(though is would be consistent during each iteration), so the company needs to use an adaptive 
game structure, and this is where there becomes a necessity to include a machine-learning 
algorithm in the game structure. 

 
Levels of Satisfaction, β 
Now that there is an outline for the basic methodological approach, it is important then to 
understand that what needs to be inferred is not the absolute values of consumer satisfaction for 
each choice, but rather the difference in satisfaction between the levels of satisfaction for two 
choices for each consumer type k, βijk, determined by subtracting βjk for company preferred 
choice j and βik for consumer preferred choice i.  Though the difference between βik and βjk is 
vital, this paper’s approach will never actually solve for these levels, only the difference 
between, the reasons for which will become clear.  

In addition, the company needs to infer the impact of an incentive on a consumer, βk. 
This second parameter is vital because different consumer subpopulations may react to 
incentives differently (Scott 1976).  I make the assumption that these two parameters are not 
determined with respect to α, but are rather inherent to the customer type and can therefore be 
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determined independently of the incentive.  These different subpopulations will occur for any 
last mile services company, and can be for many reasons, such as age, location or experience 
level, but for this paper, I make the assumption that these populations exist and are pre-
determined independent of this problem.  
 Now that I have outline the two parameters this approach is looking to estimate, βijk and 
βk, there is still a need to model both the impact of the incentive (the input) independently of 
these parameters, and to set up a relationship between them. 
 
Impact of the Incentive 
In order to solve this problem, the company needs to come in with some information, 
independently derived, concerning the impact of an incentive α.  One can make the assumption 
that the impact of an incentive does not increase linearly with the incentive, and that the impact, 
which is defined as the polynomial function Φ(α), needs to be determined before this problem 
can be solved.  This polynomial function is known as a feature vector in a machine-learning 
concept, where the kernel (or inner products) needs to be select in order to fit the incentive to its 
impact.  It is important to note that the complexity of this problem increase with the degree of the 
polynomial function (Lacetera and Macis 2010, Porter and Whitcomb 2003). 
 There is a need therefore to collect available data on the impact of incentives on different 
subpopulations, k, in order to tailor the kernel selection for the problem, which is an independent 
problem that would involve the introduction of parameters to optimize the kernel to adequately 
fit the data. 
 For the sake of brevity, lets theoretically assume that one knows the polynomial function 
that can adequately map incentive to impact to each subpopulation, Φk(α). 
 
Relationship between α and β 
Unlike the previous literature, which used a complicated mapping procedure to utilize machine-
learning for the game structure of a mechanism design, I will counter that and demonstrate a 
theoretical solution approach using a simple well-known machine-learning classifier could just 
as adequately infer the desired information. 
 If we begin with some initial knowledge of the two parameters, βk and βijk, and the 
feature vector for the impact of the incentive, Φk(α), we can begin to derive an appropriate 
algorithm to solve the problem.  If we begin with the assumption that for this problem, the 
company cares about only two particular outcomes, whether or not the consumer changes their 
choice dependent on the incentive.  This means that we can show that we only care about the 
sign of the outcome.   
 First, we need to know the first two outcomes, the level of consumer satisfaction for the 
consumer’s preferred choice, yi, and the level of consumer satisfaction for the company’s 
preferred choice after incentivization, yj. These are determined as follows: 
 
yik =βik                      (1) 

 
yjk =βkΦk(α) + βjk                 (2) 

 
However, as stated earlier, the company should not be concerned with these absolute levels of 
satisfaction, but rather the difference between them, which here is yijk, the difference in 
satisfaction after the application of the incentive by the company.  This is defined by: 
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yijk = yjk - yik  = βkΦk(α) + (βjk - βik) = βkΦk(α) + βijk              (3)  
 
From this, one can see that all that the company should be concerned about is the sign of the 
outcome.  If yijk is positive, it means that impact of the incentive should be large enough to make 
the consumer change their choice, however if the same variable is negative, then it means that 
the impact is not large enough. 

Now, one needs to compare these predicted outcomes, yijk, to the true outcomes, xijk, to 
see if the classifier has accurately predicted the impact of the incentive.  As a point of clarity, the 
outcome notation used in this paper corresponds that used for mechanism design, rather than that 
traditionally used for machine learning. 

From this, the is the possibility that the company could potentially only need to update 
the β-parameters if sign(yijk) ≠ sign(xijk) – the sign of the outcomes providing an adequate level of 
information to the company.   

However, this would be too simplistic.  Only knowing the sign does not give the 
company any information on if they are over incentivizing the customer – only the opposite. So 
now that the decision variables that determine whether not these parameters are accurate have 
been deduced, (therefore, increasing the company’s knowledge of consumer satisfaction), I will 
outline a procedure through which they can be updated. 

 
Solution Approach 
As this could be a simple problem, there is a temptation to use an algorithm as simple as a 
perceptron update rule, which could accomplish the task, as there are a linear parameter, βk, 
associated with an input, Φk(α), with an offset parameter, βijk. However, this would not increase 
their accuracy fast enough, and is not the most efficient way to solve this problem, as stated 
above. 

My approach would be to use a quadratic optimization problem, where the classifier is in 
the form of a support vector machine.  This methodology identifies the maximum margin linear 
classifier that would identify all the possible outcomes correctly, assuming a training set 
comprised of (Φk(αt), xijk).  In this paper, I will not go into the details of the derivation of SVM, 
but state that this method allows one to find the optimal value for the both the scaling parameter 
and the offset parameter. 

Therefore, the estimation problem for the β-parameters becomes a minimization problem 
with respect to these two parameters, of the form: 

 

min
βk , βijk

J(βk,βijk ) =|| βijk ||
2 /2− [xijk (βkΦ(αt )+

t=1

n

∑ βijk )]                  (4) 

 
This idea utilizes a fixed value of 1 for the geometric margin, but this does not affect the 
derivation of the β-parameters. By minimizing this equation, with respect to the training 
examples, one should be able to accurately learn the correct values for the β-parameters, as in 
this tactic the algorithm sums over a number of n iterations, and by taking derivatives with 
respect to the parameters and setting to zero, solves the equations for the parameters.   

There are many approaches for solving for the parameters using SVM, with an ideal 
solution approach being to transform the problem into its dual form using Lagrange multipliers. 
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The important difference between simply updating the β-parameters only when they misclassify 
an outcome as opposed to this method where they update after each interaction is that it allows a 
company to actively search for an optimal value, not just a sufficient value.  It is possible that if 
the company only accepted sufficient estimates of the consumers satisfaction that they may be 
over incentivizing the consumer to make different choices.  By utilizing a support vector 
machine classifier, the company finds the optimal value of these parameters (through the idea of 
the geometric margin), meaning that in the end they will know the minimum amount of incentive 
needed – this increases the efficacy of the production decisions due to this fact. 
 In this paper, a basic solution approach has been outlined and defended, demonstrating 
how the posed problem can be formulated in such a way that a basic machine-learning algorithm 
could be easily utilized to potentially solve for the correct relative values of consumer 
satisfaction, or more specifically the difference between levels of consumer satisfaction.  In the 
next section, I will outline what this solution approach means for the company when it comes to 
the efficacy of their production decisions. 
 
Discussion 
The methodological approach outlined in this paper allows for a company to iteratively infer 
relevant information concerning the levels of consumer satisfaction.  In this section, I will outline 
the contributions, constraints, and assumptions made by this approach, along with the limitations 
that come with it.  I will also include a discussion of how this work needs to be extended in order 
to take it from the theoretical to the applied. 
 The main contribution of this paper is that it allows for the company to potentially solve 
for the levels of customer satisfaction even if they begin with little or not information on them.  
In mechanism design, the game will reach a perfect Bayesian equilibrium when the principal acts 
under a consistent belief system.  Therefore, a company could begin with any potential beliefs 
about how satisfied consumers feel about different choices relative to each other, as this method, 
due to its iterative approach, solves the problem after each iteration, not just when the outcome is 
incorrect. This would allow for companies to introduce this algorithm to increase the efficacy of 
their last mile production choices without the need for extensive surveying in order to obtain a 
set of initial β-parameters as long as they have a set of consistent beliefs after a subpopulation’s 
preferences. 
 In addition, this system does not necessarily worry about the precise value of outcome, 
xijk, with regards to their level of satisfaction, as they are only concerned with whether or not 
they change to a non-preferred solution after incentivizing. 
 This method also allows for the company to infer consumer intentions without 
simultaneous considering the constraints placed on the incentive.  Naturally, the incentive, α, has 
a number of conditions associated with both the cost for each choice to the company, ci, and the 
lifetime value of the customer, v, that cannot be violated, specifically the following two:  

• The incentive, α, plus the cost of the companies preferred cost, cj, cannot exceed the 
cost of the consumers preferred choice, ci. 

• The incentive, α, plus the cost of the companies preferred cost, cj, cannot exceed the 
lifetime value of the customer, v. 

Due to the fact that the company selects their own input, the incentive, α, they would not select 
an α that would violate these conditions, as it would cause the company’s preferred choice to 
become non-optimal.  This would only become more complicated if one decided to include the 
possibility that the lifetime value of the customer decreases each time they choose a non-
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preferred option, but for this paper, I assume that the lifetime value of a consumer would be 
fixed. 
 The last main contribution of this approach is its ease of use.  It is a standard algorithm 
this is not dependent on the choice of parameters or the number of iterations.  It is of course 
important to understand that one does not want the number of iterations, n, to be so large that it 
takes an infinite number in order for the classifier to converge to an accurate prediction, but there 
is also no need to keep n small in order to reduce complexity, as the level of complexity for this 
algorithm should be O(n). 
 
Limitations 
However, since this is a simple introduction into a theoretical methodology for solving the posed 
problem, it does come with a number of limitations. The two major limitations that would need 
to be overcome for a company to implement the above solution approach optimally concern their 
knowledge of the impact of the incentives, Φ(α) and the number, size and knowledge of the 
subpopulations, k. 
 It is obvious that a major limitation with this approach is that the company would need to 
do extensive work to find a representative feature vector as to fit the impact of their incentives. 
To do this, the company would need to set about completing a form of model or kernel selection 
process in order to model the impact of the incentives, but without running the risk of over fitting 
the data.  However, for model selection criteria, the company would have to know information 
such as the distribution of the outcome, yijk.  Therefore, it may not actually be possible to 
determine the feature vector for the incentives, α, independent of the levels of satisfaction, β, 
because of the methods involved with kernel selection. 
 In reality, the incentives may actually be a function of satisfaction, even if one doesn’t 
consider the depreciating lifetime value of the customer due to these choice changes, and, in fact, 
the feature vector may be α(βijk, βk).  This would add an extra degree of complexity to the 
problem, which may make the problem unsolvable. 
 Another way of dealing with this issue would be to treat the incentive as a linear input, so 
the formulation for determining the outcome, yijk, would become: 
 
yijk = yjk - yik  = βkα + (βjk - βik) = βkα + βijk                     (5)  

 
However, this may remove too much of the nuance from the approach, rendering it ineffective. 
 The second limitation concerns the size and number of the subpopulations.  For this 
approach, I simply stated that each set of β-parameters were associated with a certain 
subpopulation, k.  The major benefit of the SVM approach is that the accuracy is iterative over 
time, and it would improve after every time a company has an interaction with the customer.  
However, this is only beneficial if the company has a large enough number of interactions over 
small enough interval time, otherwise it could take an infinite number of time for convergence to 
occur. Thus, this approach needs a larger enough subpopulation, k, having regular interactions 
with the last mile service company, so that the number of iterations approaches n over a finite 
amount of time. 
 The other limitation associated with these subpopulations, which are needed in order for 
this convergence, is the need and the assumption that all agents in the subpopulation have the 
same innate preferences and levels of satisfaction with each of the choices that are presented. As 
one should know, this is not the case in reality within any subpopulation, no matter how one 
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divides up the total population.  So, either the company needs to view their approach as only 
being valid for an idealized case, or the need to implement some additional step to deal with this 
variation in preferences.  This could involve some form of Hidden Markov Model techniques to 
either more accurately assign consumer to subpopulations or to create smaller, more 
representative populations (Sahoo et al. 2012).  However, both of these would create either 
issues of complexity, or increased time to converge. 
 
Future Work 
This idea of design-by-learning has a plethora of possible future extensions, but I would like to 
focus on the following: implementing this approach with a last mile services company to 
determine the applicability of the approach. 
 It is important in this final section to understand how this basic theoretical approach 
outline in the paper is a necessary springboard for the application of this material to an actual last 
mile service company.  At present, there are a number of sources of data concerning level of 
customer satisfaction for different service choices (Boyer et al. 2006).  In the literature, there has 
been shown that customers have these latent preferences, but a scenario needs to be set up with 
more overt choices.  An example of which would be online grocery delivery services that have 
multiple choices for delivery time.  At present, a number of these service companies provide 
either free delivery or delivery discounts in order to persuade a consumer to choose delivery 
times preferred by the company, as opposed to ones more preferable to the customer. 
 The method outlined in this paper should be utilized by one of these companies to see if 
their incentives (such as the delivery discounts) are an effective means for causing consumers to 
change from their preferred delivery time to the one preferred by the company.  With the 
availability of raw data from one of these companies about whether or not these incentives are 
effective persuaders (in addition, these companies will realistically have a reserve of data 
concerning the impact of the incentives themselves, which will aid in the construction of the 
feature vector), inferences could be made about their consumers’ level of satisfaction in order for 
the possibility for live tailoring of their incentives.  
 This methodology could also be applied to fields, such as yield management, where you 
can used the design-by-learning approach to know how to your prices should vary over time in 
order to maximize your revenue.  In addition, this means that the next step after this paper is to 
use this mechanism to actually improve the production efficacy of an existing last mile service 
company.  This is also a necessary next step because in such an application driven field, as the 
service industry is, there is only so much relevance that can be derived from the purely 
theoretical approach outlined in this paper.   
 
Conclusion 
In summary, this paper extends upon the previous literature on spanning-the-last-mile and 
mechanism design via machine learning and proposes a mechanism that would allow a company 
to increase the efficacy of their production decisions by inferring the level of consumer 
satisfaction.  This is done using a machine-learning algorithm – a support vector machine 
classifier – as the game structure for a mechanism design.   This approach is held under the 
assumption that the consumers are honest about their levels of satisfaction, if inaccurate, and that 
the company has perfect knowledge of the impact of their incentives on each type of consumer. 
 Using this approach, the company can infer the relevant differences between the levels of 
consumers’ satisfaction for different service choices, the β-parameters, by whether or not they 
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can persuade a consumer to change from their preferred choice to the company’s preferred 
choice via the use of predetermined incentives, α.  These inferences will allow company to use 
the minimal possible incentives in order to make a consumer indifferent between their choices, in 
the hopes that they will make the choice that is more cost effective for the company. 
 Though it is a theoretical discussion of the problem, the proposed method does propose 
two potential contributions to the field: primarily that this method can be utilized in order to infer 
consumer intentions with little or no prior knowledge as long as the companies beliefs are 
consistent within each iteration of the algorithm, and that these decisions can be made 
independently to the constraints on the incentive. 
 This concept could open up the field to a number of possibilities, and the next step for 
this work will be to apply the methodology to a last mile service company to prove the 
applicability of this theoretical construct, through the ability for a company to generate the 
optimal choices of different incentives depending on the options preferred by both the customer 
and the company. 
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